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Revving up for Adventure

Understanding Machine Learning (ML) Fundamentals



Machine Learning: The What, Why, How, & When ?
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What ?

• Machine learning is a data-driven approach to automating decision-making processes

Why ?

• Insight extraction, forecasting, predictive analytics, pattern recognition, generation

How ?

• ML happens by training algorithm parameters and fine-tuning hyperparameters

When ?

• Build workflows capable of processing, transforming, and modeling data



The Difference between AI, ML, and Deep Learning (DL)
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• Artificial Intelligence (AI) tries to make a computer mimic human decision-making

• AI can exist without ML → chatbots (rule-based systems), video game AI interactions 

(rule-based systems), business strategy systems (search algorithm optimizers)

• Machine Learning (ML) is one pathway to achieving AI entirely from collected data

• ML can be supervised, unsupervised, or semi-supervised

• ML generates its own rules / ideas / logic from the training data

• Deep Learning (DL) is a subset of ML where data are transformed through several 

layers of connected neurons to generate a desired output (i.e., neural networks)



Machine Learning Domains and Objectives
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• Supervised ML trains algorithms for predictive tasks including classification, 

regression, and forecasting → requires labeled (tagged) data to learn from

• Unsupervised ML allows algorithms to mine data and extract their own insights: 

tasks include clustering, dimensionality reduction, similarity analysis

• Does not require labeled (tagged) data → can use both labeled + unlabeled

• The objectives of any ML algorithm are to:

1. Optimize some objective (target) loss function

2. Automatically adjust parameters to best fit the data (given its hyperparameters)

3. Define its own decision-rules & logic; automatically update rules from data



Conquer the Curves, Master the Bends

Detours Towards Supervised ML Algorithms



Supervised ML Algorithm Overview
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• Supervised algorithms train from labeled data, iteratively improve and adjust their 

parameters to minimize some objective function

• Models some response feature(s) against a set of predictors

• Some algorithms have assumptions that limit their predictive flexibility

• Linear regression assumes relationship between response and predictors is linear

• Decision trees can model non-linear relationships → minimal assumptions

• Support vector machines (SVMs) are very flexible; can model high dimensions

• More complex an algorithm is, the more difficult it is to interpret



Model Complexity vs. Interpretability
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• Which supervised ML algorithm should you use? Requires thought about the task, is 

your focus on:

• Predictive performance ? More flexible algorithms

• More features than observations ? More flexible algorithms

• Small number of observations ? Simpler algorithms

• Investigate relationship between response(s) and predictors ? Simpler algorithms

• Answer questions about population(s) from your model ? Simpler algorithms

• Rule of Thumb: Start simple, then grow more complex *when necessary*



Proposed Supervised ML Roadmap
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Start simple, create interpretable baseline models for comparison, and then build more 

complex (flexible) models as needed. 



Discussing Supervised ML Algorithms
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• All ML algorithms consist of parameters and hyperparameters that control how well 

it fits to the data

• Hyperparameters must be fine-tuned by the ML engineer based on training

• Hyperparameters define the algorithm’s structure & learning capabilities

• Regression models may contain a regularization (penalty) term in loss function

• Decision trees are defined by their number of observations per split, maximum 

depth of the tree, and other hyperparameters

• Gradient-boosted ensembles are constrained by their learning rates & base model



Ensemble Approaches to ML
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• Ensembles algorithms introduce methods to leverage hundreds, thousands, or 

millions of individual weak learners that produce a strong result together

• Individually, these learners are extremely simple → can include decision stumps, 

2nd degree linear regression models

• Ensembles aggregate the votes (predictions) from their weak learners into a 

powerful ensemble, two popular approaches include:

• Random Forests: Randomly sample observations and features to grow simple 

decision trees in-parallel → trees are independent of each other

• Gradient Boosting: Iteratively improve a sequence of weak learners by modeling 

the previous model’s residuals against the current model’s predictors



Travelling the Unlabeled Backroads

Handling Unsupervised ML Algorithms Like a Pro



Unsupervised ML Objectives
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• Unsupervised ML algorithms do not require processed (‘labeled’) data to learn from

• These algorithms are insight generators: data is often raw and unprocessed

• Require large volumes of raw data to accurately extract insights

• Unsupervised ML can perform:

• Similarity analysis of observations through clustering

• Simplifying multidimensional data into principal components for visualization

• Understanding underlying relationships between features (latent analysis)

• Estimating distributions to simulate, generate, and augment data



Unsupervised ML Algorithms: Clustering
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• Clustering groups observations together using some similarity / distance metric

• Hierarchical clustering involves utilizing various distance measures to group 
observations in a top-down (or bottom-up) approach

• Dendrograms can visualize hierarchies of clusters and bring order to groups

• K-Means clustering iteratively groups observations together by minimizing some 
distance function around central points (centroids)

• Computationally quick, simple-to-interpret, assumes regular-shaped clusters

• DBSCAN (Density-Based Spatial Clustering of Applications) randomly selects a point 
and determines optimal numbers of neighboring points to form clusters

• Completely non-parametric and can handle arbitrary cluster shapes well



Hierarchical Clustering with Linkage Functions
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K-Means Clustering with Centroids
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DBSCAN Clustering for Estimating Distributions
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Unsupervised ML Algorithms: Dimensionality Reduction
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• Dimensionality Reduction is used to simplify large-numbers of features and engineer 
groups of features into more informative components

• Principal Components Analysis (PCA) assumes that data contains linear structures 
where the features can be combined to form principal components

• Principal Components (PCs) capture the explained variance of combined sums of 
features in the data

• Can offer interpretation into groupings of similar (correlated) features and show 
which are positively and inversely related

• Manifold Learning assumes the data’s structure are non-linear and attempts to 
reduce the dimensionality of large sets of features into a simplified space



Unsupervised ML Algorithms: Generative Capabilities
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• Generative tasks can be performed by unsupervised algorithms to investigate, 
extract, and understand the structure of data to generate new observations

• Variational Autoencoders (VAEs) are neural network architectures that model 
the distributions that data originate from

• Attempts to estimate and fine-tune distribution parameters to better simulate 
the search space → more data provides more comprehensive distributions

• Generative Adversarial Networks (GANs) are neural network architectures that 
include a generative network with a discriminator network

• Discriminator Network assigns scores to generated data

• Generator produces data to fool the Discriminator into accepting the 
generated data → introduces and trains an AI-driven feedback loop



Watch Your Speed, Own the Road

Tools for Evaluating Algorithm Training and Performance



Overfitting vs. Underfitting: Striking the Right Balance
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• If hyperparameters are left at their default values, algorithms may underfit the 

training data and fail to learn insights, patterns, or relationships from data

• These algorithms lack the complexity and/or fine-tuned hyperparameters to 

accurately model the relationship

• Fine-tuning hyperparameters too well may result in the algorithm overfitting the 

training data where it also captures the noise localized to the training data

• Results from training algorithm on the same data for too long (too many epochs) 

and/or hyperparameters are too well-adjusted on training data

• How can we detect this ? Need unbiased methods to evaluate model training



Methods for Algorithm Evaluation
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• How can we evaluate an algorithm’s performance on the same dataset ?

• Create a training—testing split → randomly shuffle the data and use 80% for 

training, hold out 20% for testing

• Algorithm never sees the testing set and can therefore be evaluated on it to 

investigate how well it generalizes to “outside” data

• But this creates only 1-evaluation model….wouldn’t it be better to evaluate K-

number of models ?

• And compare the performance between these models to understand the (1) 

average score, (2) performance standard deviation, and (3) model variability



K-Folds Cross-Validation (CV)
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• 5-Folds CV partitions the data into 5-mutually exclusive testing sets

• This creates 5-unique models, trained and evaluated on different data, to compare

• Allows us to investigate measures of center and variability between algorithms



Purpose Motivating Cross-Validation
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• Cross-validation can be used to quantify if a model is overfitting

• Training data loss function significantly reduces; testing data loss function shows 

little-to-no improvement (diverging learning curves)

• Select optimal configurations for algorithm hyperparameters

• Used to evaluate fine-tuning across several folds of different training and testing 

datasets

• Evaluate performance of different algorithms altogether

• Can compare results from OLS regression to gradient-boosted ensembles

• Cross-validation allows for unbiased model evaluation with small & big data !
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